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[bookmark: _Toc467839236]About this document
This manual describes the rationale and use of the Claim Evaluation Tools database, and will guide you in preparing a test or questionnaire that you can use to assess people’s ability to assess treatment claims, whether you are a teacher or a researcher. 
The items in the database were developed as part of the Informed Health Choices project, and can be used for creating tests to be used in school and other learning settings, as outcome measures in evaluations of educational interventions, or in surveys to map abilities in a population (1, 2). In this manual we will use “test” as a generic term for tests, outcome measures, and questionnaires using items from the database. Please also note that explanations of relevant terminology are given in table 1.
The Claim Evaluation Tools database consists of four types of items: 
1. Multiple-choice questions measuring people’s ability to assess treatment claims, 
2. Demographic items, 
3. Reading ability items, and 
4. Intended behaviour and attitude items



Table 1. Terminology
	[bookmark: Claim]Claim Evaluation Tools database
	The Claim Evaluation Tools database consists of four types of items; 1. Multiple-choice questions (MCQs) measuring people’s ability to apply the Key Concepts they need to know to be able to assess treatment claims, 2. Demographic items, 3. Reading ability items, and 4. Intended behaviour and attitude items.

The database includes the following information about the MCQs including:
· The Key Concept that the MCQ addresses
· The correct answer
· Translations of the MCQ to languages other than English
· Contexts in which the MCQ has been tested and the following findings from each test:
· Validity and reliability based on fit to the Rasch model 
· Difficulty

The database also includes reports of evaluations of sets of MCQs and protocols for evaluations, including feedback from methodologists, interviews with end-users, and Rasch analyses.

The Claim Evaluation Tools database also includes demographic questions, reading ability items and self-reported behaviour and attitudes questions. 

	[bookmark: Item]Item
	“Item” refers to a question that is intended to measure a specific ability, demographic characteristic, intended behaviour, or attitude.

	[bookmark: MCQ]MCQ
	“MCQ” is an abbreviation for Multiple-Choice Question and is synonymous with multiple-choice item. 

	[bookmark: Scenario]Scenario
	Each MCQ for measuring people’s ability to apply a Key Concept begins with a scenario. This scenario includes a claim about a treatment effect. When scenarios are used in MCQs they are sometimes referred to as the “stem”.

	[bookmark: Question]Question
	Following the scenario, there is a question about the scenario in each MCQ.

	[bookmark: Options]Options
	Following the question, there are between two and five answers to the question in each MCQ. For all the MCQs currently in the Claim Evaluation Tools database, respondents are asked to select one of those options. There is one best (correct) option and other options that are not correct; so that each item is scored dichotomously as “right” or “wrong”.

	[bookmark: Key]Key Concepts
	This is a list of the main criteria/ideas that people should understand and apply when assessing claims about the effects of treatments and making health choices, to avoid being misled and to enable well-informed choices (3). There are currently 34 Key Concepts, including concepts related to:
· The basis for a claim and whether it is justified
· The comparisons (evidence) supporting a claim and whether they are fair and reliable
· Making informed choices

	[bookmark: Test]Test
	We use the term ‘test’ generically and synonymously to ‘questionnaire’ when referring to sets of items from the Claim Evaluation Tools database that are used for a specific purpose, including testing learners’ abilities, evaluating educational interventions, and surveys.  

	[bookmark: Tools]Tool
	 “Tools” in the name of the database is used to indicate the potential uses of sets of items taken from the database.

To avoid confusion, we suggest referring to specific tools using terms that describe them (e.g. questionnaire or test), rather than as “a Claim evaluation tool”.

	[bookmark: Treatments]Treatments
	Any action intended to improve the health or wellbeing of individuals or communities

	[bookmark: IHC]The Informed Health Choices project (IHC)
	The Informed Health Choices (IHC) project aims to develop learning resources to help children and adults recognise reliable and unreliable claims and make well-informed health choices. More information about the project can be found here: www.informedhealthchoices.org.  


	[bookmark: Feedback]Feedback from methodologists, teachers and end-users
	Feedback from people with methodological (research) expertise (i.e. a deep understanding of the Key Concepts) or teachers is important for “face validity” - the extent to which a test is viewed as covering the concept it purports to measure. It refers to the transparency or relevance of a test as it appears to test participants. 

This includes their perceptions of the relevance of each item to the Key Concept that it addresses, their perceptions of the difficulty of each item, comments regarding terminology, problems with each item, and suggestions for improvements. For these purposes, it is also important to get feedback from end-users, including children as well as adults.  This includes feedback on designs and instructions. 

	[bookmark: Rasch]Rasch analysis
	Rasch analysis is a form of psychometric testing relying on Item Response Theory, and is a dynamic way of developing outcome measurement tools to achieve validity and reliability. The Rasch model relies on several assumptions; one of these is that the instrument should adhere to the Guttman pattern (see below). Furthermore, the comparison of two people should be independent of which items are used within the set of items assessing the same variable (4-7).

	[bookmark: Guttman]Guttman pattern
	A test that adheres to the Guttman pattern is one which a person succeeds on all the items up to a certain difficulty, and then fails on all the items above that difficulty. When individuals and items are ordered by raw score, this produces a data set with a "Guttman pattern". 

	[bookmark: Undimen]Unidimensionality and local dependency
	The Rasch model requires that responses to any subset within a test should give the same estimate of ability. This is explored by testing for dimensionality. If more than one variable in the instrument guide people’s responses this may lead to measurement error. 

This requires that there is no local dependency among the items. Local dependence is the extent to which responses to one or more items within the data set relies on responses to other related items.

	[bookmark: discrim]Discrimination and within-item bias (DIF)
	Through Rasch analysis, each item is also scrutinized for the extent to which it is able to discriminate among those with high and low ability (ability groups). Besides the item’s difficulty level, the only variable influencing people’s ability should be the latent trait (i.e. the ability to assess treatment claims).  

Therefore, as part of the Rasch analysis, we also look for signs of item bias such as Differential Item Functioning (DIF) based on relevant person factors such as gender or age. This means that it is undesirable that an item work differently, for example, for women and men. 

	[bookmark: Validity]Validity and reliability
	An important aspect of validity is the trustworthiness of the score meaning and its interpretation (8). When the items fit to the Rasch model, ability is measured consistently with low measurement error (4). Therefore, the Rasch analysis also provides information about the reliability of the instrument tested.



[bookmark: _Toc467839237]About the multiple-choice questions 
The core of the database consists of multiple-choice questions (hereafter referred to as MCQ). Multiple-choice questions are well suited for assessing application of knowledge, interpretation and judgements. In addition, they help problem-based learning and practical decision-making. Currently there are two types of MCQs in the database - single multiple-choice questions (addressing one concept), and multiple true-false items (addressing several concepts in the same item) (see figure 1 and 2). Each of the items we created opened with a scenario leading to a treatment claim and a question, followed by a choice of response options. We developed all items with “one-best answer” response options, the options being placed on a continuum, with one answer being unambiguously the “best” and the remaining options as “worse”.
Instead of a standard, fixed questionnaire, we have developed the Claim Evaluation Tools database as a flexible battery of MCQs from which teachers, researchers and others can select those relevant for their purposes. This means that you can create your own test based on which Key Concepts you want to teach.

Figure 1. Example of a single MCQ
[image: ]


Figure 2. Example of a multiple MCQ
[image: ]



[bookmark: _Toc467839238]Who are the items suitable for?
All items are developed to be used for children from the age of 10 and up, as well as for adults. This means that ideally the same items can be used for children and adults, including health professionals (although different sets of demographic items are recommended for children and adults) (1). 

[bookmark: _Toc467839239]Have the items been validated?
Most but not all the items in the Claim Evaluation Tools database have been and continue to be rigorously evaluated. Evaluation has included feedback from experts, teachers and end-users, and statistical testing using Rasch analysis. 
Rasch analysis is a dynamic way of developing outcome measurement tools to achieve validity and reliability (4, 5, 9). The Rasch model relies on several assumptions. One of these is that the instrument (questionnaire or test) should adhere to the Guttmann pattern (4, 9). Furthermore, the comparison of two people should be independent of which items are used within the set of items assessing the same variable in the test (unidimensional) (4, 9). This requires that there is little or no dependency between items; i.e. a person’s response to one item should not be dependent on other items (local dependency) (4, 9). An item should also work in the same way independent of person factors such as gender or age (4, 9).  This means, for example, that, ideally, only one factor should guide peoples’ responses to the MCQs in the Claim Evaluation Tools database - their ability to assess treatment claims. When we test the MCQs in different settings, we test for such potential - Differential Item Functioning (DIF). We are also conducting cross-cultural comparisons.
When data conform to the Rasch model, there is low risk of measurement error and ability is measured consistently (4, 9). To use a metaphor, one meter should be the same length when assessing the height of women, men, adults and children. The Rasch analysis thus provides information about the reliability of the sample of items tested (4, 9). 
We currently have items available in English (tested primarily in Uganda), Luganda, Spanish (tested in Mexico), Chinese, and Norwegian. A German translation is also underway. However, it should be noted that not all items have been tested using Rasch analysis, and that some items may not work in all settings. We have created an overview of the validation status for each item. This can be accessed by sending an email to astridad@gmail.com.

[bookmark: _Toc467839240]Who can access and use the items?
The Claim Evaluation Tools database is open access and free for non-commercial use. However, we do not publish the items online to avoid learning effects, or “cheating”. 

To access and use items from the Claim Evaluation Tools database, you must complete a form describing how you intend to use the items. We expect people who evaluate the items to share their findings with us, including any new items that are developed, the results of feedback from methodologists or teachers, findings from interviews with end-users, and findings from Rasch analyses. If you decide to lead a validation study in your context and to publish a paper on it, we can advise you on how to go about doing this and assist you with the analysis (see below). We strongly encourage open access publishing and aim to make all such evaluations accessible in the Claim Evaluation Tools database. Please see the form below:

 

[bookmark: _Toc467839241]How do I get started creating my own test?
1. [bookmark: _Toc467839242]Introductory page: We recommend that you include an introductory page in your test, explaining some of the terms used. In previous studies, we have found that people sometimes don’t understand what we mean by certain terms, and this may be a barrier to using the items. Examples of such terms include: “treatment”, “claim”, “study”, and “results”. A draft template for an introductory page can be found here: 

 

2. [bookmark: _Toc467839243]Demographic items: Background information is needed for validating the items in your context, as well as for describing the participants in your sample. We suggest that you include demographic items about age and gender for all respondents. You may also consider including information about being trained to apply the Key Concepts. We have previously conceptualized this as training or participation in randomized trials, or training in evidence-based medicine, research methods, or medical statistics. Examples of demographic items used for children and adults can be found below:



[bookmark: _MON_1541331934]

3. [bookmark: _Toc467839244]Selecting MCQs: When selecting MCQs you should start by looking at the Key Concepts list, and choose those that are most relevant to your purpose and target learners. For each Key Concept there are currently 1 to 6 corresponding MCQs from which to choose. We will provide you with a document including all items in your preferred language. Items are currently available in English, Luganda, Norwegian, Spanish (Mexico) and Chinese. 



4. [bookmark: _Toc467839245]Consider including reading ability items: In some contexts, people’s reading ability may be poor. Consequently, you may consider including items to test for reading ability as a person factor to be included in Rasch analysis for Differential Item Functioning. Reading ability items can be found below: 



5. [bookmark: _Toc467839246]Consider including intended behaviour and attitude items: You may be interested in knowing more about learner’s intended behaviour, or their attitudes to assessing treatment claims. The database includes a set of such items that can be included in your test. These items can be found below:


6. [bookmark: _Toc467839247]Formatting all items: The formats we use have been extensively user-tested and found to produce few missing or incomplete responses (1). Please note that if you change the format you may also change how people respond to the item. This may introduce measurement error or results that deviate from other tests using the format that we have tested. 

7. [bookmark: _Toc467839248]Administration: The test can be administered as paper-based written tests or electronic tests. In one setting, the test has also been validated as an oral test for a population with low literacy (10). In validation studies, we have tested for differential item function based on mode of administration. Results so far indicate that people respond similarly and independently of how the tests are administered.

8. [bookmark: _Toc467839249]Ordering of items: If the difficulty of the MCQs is known (based on validation in your setting), the ordering of the MCQs in the questionnaire or test should be from ‘easy’ to ‘difficult’. 

[bookmark: _Toc467839250]How many items do I need?
a) [bookmark: _Toc467839251]For teaching: If you are preparing a test to evaluate how well your students performed after a lesson about one or more of the Key Concepts, you can pick whatever number of items you feel is appropriate within the available teaching timeframe. In our experience, children and adults spend about 30 minutes considering a set of 22 items.

b) [bookmark: _Toc467839252]For measuring outcomes in randomized trials, surveys or validation studies: If you are conducting an evaluation of an educational resource, or you intend to measure people’s ability in a population survey, or you intend to perform a validation study, then reliability will be an issue. There is no gold standard for how many items are needed, but the general rule is that the more items you include, the higher the reliability. We have found that about 22 items provide sufficient reliability. 

If you are conducting a validation study you also need to keep in mind that it is often necessary to remove or repair some items after validating subsets of them, so you need to plan for this. Accordingly, to allow for such revisions, we recommend that you include at least two items addressing each of the Key Concepts in which you are interested.

[bookmark: _Toc467839253]How should the tests be scored?
Tests can be scored by calculating the overall proportion of correct responses across items.  However, such scores can be difficult to interpret. To supplement this, we recommend using an absolute (criterion- referenced) standard to set a passing score (a cut score). It might also be desirable to use an absolute standard for a score that indicates mastery. Judgements about what the minimum score is for passing or to indicate mastery are inevitably pragmatic, and there are several ways of doing this (11-13). In two previous trials, evaluating the effects of educational resources in Uganda, we established criteria-referenced standards using a combination of Nedelsky’s and Angoff’s methods (14, 15). For an example of this approach, see below:




[bookmark: _Toc467839254]How should the data be entered if I want to do a validation study?
If you would like to contribute to validating the items in your setting, we can assist you with Rasch analysis. The data for this should be entered or exported into an Excel file. A draft template can be found below:



[bookmark: _Toc467839255]What sample size is needed?
a) [bookmark: _Toc467839256]For teaching: If you are preparing a test to evaluate how well your students performed after a lesson about one or more of the Key Concepts, then the sample size is simply the number of students who attended your lesson. 

b) [bookmark: _Toc467839257]For randomized trials or surveys: If you are conducting an evaluation of an educational resource in a randomized trial or intend to measure people’s ability in a population survey, then you will need to use standard approaches to sample size calculation. We will include data that can be used in these calculations in the Claim Evaluation Tools database as they become available. 

c) [bookmark: _Toc467839258]For validation studies: If you are validating items in your setting, then the sample size depends on how many items you include and on how many person factors you intend to explore for Differential Item Functioning in the Rasch analysis. Based on previous validation studies including >22 MCQs, we recommend including at least 150 people per person factor (such as age or gender). Please also make sure that people with training in the Key Concepts are represented in your sample. Examples include training in epidemiology, statistics, evidence-based practice, research methodology, and critical thinking. Having been trained as a health professional is not a reliable indication of ability to understand and apply the Key Concepts. Please see Table 2 for suggested sample sizes. 

	Sample
	Females
	Adults
	Total

	Children
	<75
	<75
	<150

	Adults
	<75
	<75
	<150

	
	
	
	<300


Table 2. Suggested sample size for validation studies

[bookmark: _Toc467839259]How is the Claim Evaluation Tools database maintained?
Maintenance and revisions of the Claim Evaluation Tools database will reflect changes in the list of Key Concepts. Both the Key Concepts list and the Claim Evaluation Tools database will continue to evolve. The database is managed by a working group consisting of Astrid Austvoll-Dahlgren, Andy Oxman and Iain Chalmers. Development and testing of the initial items were coordinated by the Key Concepts working group (AA, AO, IC), in consultation with other members of the Informed Health Choices (IHC) project group. 

Would you like to give us your feedback?
If you have any comments or suggestions you would like to give us on this manual or the Claim Evaluation Tools database, we would be delighted to hear it. Please send us an email to astridad@gmail.com
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4. Annette sees an advert on TV for a new soap which the makers say
protects people from getting skin rashes. Annette thinks that this soap must
be better than other soaps for protecting her skin.

Question: Is Annette right?

Options:

A) No, the soap may be newer, but that does not mean that it is better
than other soaps
B) Yes, the new soap is probably better than most other soaps because it

is newer

C) Yes, the new soap is probably better than most other soaps because a
well-known company makes it

Answer:
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Instructions: Read the text at the top of the box. Then read the text in
each row and choose what you think is the best answer by making a
tick v in one of the two boxes. There should be only one tick in each
row.

24. When you are sick, sometimes people say that something -
a treatment - is good for you. Below you will find different things people say
about such treatments.

Do you agree or disagree with each of the following things being said?

For each thing being said below, use a tick v/ to mark whether you “agree” or
“disagree”.

‘Things being said: lagree | Idisagree

214 Peter says that if a treatment works for one
person, the treatment will help others too

21.2 Alice says that if some people try the
treatment and feel better, this means that the
treatment helps

21.3 Habibah says that, just because many people are
using the treatment, ths does not mean that it helps

21.4 Julie says that companies sometimes say that
the treatment they make is best just to make money
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Intention to use.doc
Acceptance of responsibility of those using the Claim Evaluation Tools database


We are delighted by your interest in using the Claim Evaluation Tools database.

Use of the items including 1. Multiple-choice items measuring people’s ability to assess treatment claims, 2. Demographic items, 3. Reading ability items, and 4. Intended behaviour and attitude items in this database for non-commercial uses is free of charge to teachers, researchers and others, based on the following conditions:

1. Correct responses to the multiple-choice items should not be shared or published.

2. If you evaluate the items, we expect you to share the results of feedback from methodologists or teachers, findings from interviews with end-users, and findings from Rasch analyses so that this information can be incorporated in the database. We strongly encourage the use of open access publishing so that all reports of evaluations of items in the Claim Evaluation Tools database can be made accessible in the database.

3. If the items are translated, 


· the layout and text should be as close as possible to the original English version, and,

· you must be willing to share the translated items with the Claim Evaluation Tools database, making them available to other potential users

· you should let us know how you ensured the quality and accuracy of the translation (e.g. using back translation)

If these conditions are acceptable, we look forward to working with you!

Astrid Austvoll-Dahlgren 

On behalf of the Claim Evaluation Tools database working group and Testing Treatments interactive Editorial Group




Agreement


I agree to the above conditions

Signed (date):


Position, contact details:


To confirm that the above conditions are acceptable, please return the signed, scanned copy of this page to Astrid Austvoll-Dahlgren at astridad@gmail.com        
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Template introductory page_22112016.docx




The Claim Evaluation Tools

This questionnaire includes multiple-choice questions about treatment claims. Please answer all questions to the best of your ability.The questionnaire includes some words that may be unfamiliar to you:



A TREATMENT is anything done to care for yourself, so you stay well or, if you are sick or injured, so you get better and not worse. For example, wearing glasses (to see better). 



A TREATMENT CLAIM is something someone says about whether a treatment causes something to happen or to change. A claim can be true or can be false. For example, that wearing glasses makes you see better.



A RESEARCH STUDY is a way to answer a question by carefully collecting information. For example, a study might be done to answer the question: Does wearing glasses make people see better? 



[bookmark: h.gjdgxs]RESULTS of a study are what the study found. For example, whether people who wear glasses could see better. 
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Demographic children_2211 2016.docx
Two questions about you





1.1 		How old are you?   __________ 





1.2 		Are you a:

		☐ Girl 

		☐ Boy
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Demographic adults_22112016.docx


Five questions about you





1.1 		How old are you?   __________ 





1.2 		What is your gender?

		☐ Female 

		☐ Male 





1.3 		Have you any training in scientific research (statistics,
		epidemiology, randomised controlled trials)? 

		☐ Yes

		☐ No





1.4 		Have you ever been a research participant in scientific
		research? 

		☐ Yes

		☐ No





1.5 		What is your level of education completed?

		☐ No education

		☐ Primary education

		☐ Secondary education

		☐ Tertiary education/ university
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[bookmark: Recognising]Assessing claims about treatments effects: Key concepts that people need to understand

There are endless claims about treatments in the mass media, advertisements and everyday personal communication. Some are true and some are false. Many are unsubstantiated. We do not know whether they are true or false. Unsubstantiated claims about the effects of treatments are often wrong. Consequently, people who believe and act on these claims suffer unnecessarily and waste resources by doing things that do not help and might be harmful, and by not doing things that do help.

We have prepared a list of key concepts that they can use to assess claims about the effects of a treatment (any action intended to improve health), including whether

· The basis for a claim is reliable; i.e. whether it is based on fair comparisons of treatments (treatment comparisons designed to minimise the risk of errors) 

· The results of fair comparisons are relevant to them and the implications of the results for their decision

· Additional information is needed to assess the reliability and relevance of claims about treatments and, if so, what information is needed

The list serves as a syllabus for identifying the resources needed to help people understand and apply the concepts, and is intended to be universally relevant. Effective treatments can prevent health problems, save lives and improve quality of life. However, nature is a great healer and people often recover from illness without treatment. Likewise, some health problems may get worse despite treatment, or treatment may actually make things worse. For these reasons, knowledge of the natural course of illness should be the starting point for making informed decisions about treatments.

We have written the concepts and explanations in plain language. However, some of these concepts may be unfamiliar and difficult to understand. We did not design the list as a teaching tool. It is a framework, or starting point, for teachers, journalists and other intermediaries for identifying and developing resources (such as longer explanations, examples, games and interactive applications) to help people to understand and apply the concepts. 

The list is expected to be a “living” document allowing modification, additions and deletions, and is subject to yearly review. This list is a revised version of the first published list: http://onlinelibrary.wiley.com/doi/10.1111/jebm.12160/abstract. Next update is planned to take place September 2017. For any comments or suggestions, please contact us at: astrid.austvoll-dahlgren@fhi.no.

The list includes 34 concepts, divided into 3 groups:

1. Claims: are they justified?

2. Comparisons: are they fair and reliable?

3. Choices: making informed choices



Claims: are they justified?

Not all claims about the effects of treatments are reliable. Well-informed treatment decisions require reliable information.

		Concepts

		Short titles for TTI

		Explanations

		Implications



		1.1 Treatments may be harmful

		Treatments can harm 

		People often exaggerate the benefits of treatments and ignore or downplay potential harms. However, few effective treatments are 100% safe. 

		Always consider the possibility that a treatment may have harmful effects.



		1.2 Personal experiences or anecdotes (stories) are an unreliable basis for assessing the effects of most treatments

		Anecdotes are unreliable evidence

		People often believe that improvements in a health problem (e.g. recovery from a disease) was due to having received a treatment. Similarly, they might believe that an undesirable health outcome was due to having received a treatment. However, the fact that an individual got better after receiving a treatment does not mean that the treatment caused the improvement, or that others receiving the same treatment will also improve. The improvement (or undesirable health outcome) might have occurred even without treatment. 

		Claims about the effects of a treatment may be misleading if they are based on stories about how a treatment helped individual people, or if those stories attribute improvements to treatments that have not been assessed in systematic reviews of fair comparisons.



		1.3 An ‘outcome’ may be associated with a treatment, but not caused by the treatment

		Association is not the same as causation 

		The fact that a treatment outcome (i.e. a potential benefit or harm) is associated with a treatment does not mean that the treatment caused the outcome. For example, people who seek and receive a treatment may be healthier and have better living conditions than those who do not seek and receive the treatment. Therefore, people receiving the treatment might appear to benefit from the treatment, but the difference in outcomes could be because of their being healthier and having better living conditions, rather than because of the treatment. 

		Unless other reasons for an association between an outcome and a treatment have been ruled out by a fair comparison, do not assume that the outcome was caused by the treatment.



		1.4 Widely used treatments or treatments that have been used for a long time are not necessarily beneficial or safe

		Common practice is not always evidence-based 

		Treatments that have not been properly evaluated but are widely used or have been used for a long time are often assumed to work. Sometimes, however, they may be unsafe or of doubtful benefit.

		Do not assume that treatments are beneficial or safe simply because they are widely used or have been used for a long time, unless this has been shown in systematic reviews of fair comparisons of treatments.



		1.5 New, brand-named, or more expensive treatments may not be better than available alternatives 

		Newer is not necessarily better 

		New treatments are often assumed to be better simply because they are new or because they are more expensive. However, they are only very slightly likely to be better than other available treatments. Some side effects of treatments, for example, take time to appear and it may not be possible to know whether they will appear without long term follow-up.

		A treatment should not be assumed to be beneficial and safe simply because it is new, brand-named or expensive. 



		1.6 Opinions of experts or authorities do not alone provide a reliable basis for deciding on the benefits and harms of treatments

		Expert opinion is not always right 

		Doctors, researchers, patient organisations and other authorities often disagree about the effects of treatments. This may be because their opinions are not always based on systematic reviews of fair comparisons of treatments.

		Do not rely on the opinions of experts or other authorities about the effects of treatments, unless they clearly base their opinions on the findings of systematic reviews of fair comparisons of treatments.



		1.7 Conflicting interests may result in misleading claims about the effects of treatments

		Beware of conflicting interests 

		People with an interest in promoting a treatment (in addition to wanting to help people), such as making money, may promote treatments by exaggerating benefits and ignoring potential harmful effects. Conversely, people may be opposed to a treatment for a range of reasons, such as cultural practices.

		Ask if people making claims that a treatment is effective have conflicting interests. If they have conflicting interests, be careful not to be misled by their claims about the effects of treatments.



		1.8 Increasing the amount of a treatment does not necessarily increase the benefits of a treatment and may cause harm 

		More is not necessarily better

		Increasing the dose or amount of a treatment (e.g. how many vitamin pills you take) often increases harms without increasing beneficial effects. 

		If a treatment is believed to be beneficial, do not assume that more of it is better.



		1.9 Earlier detection of disease is not necessarily better 

		Earlier is not necessarily better 

		People often assume that early detection of disease leads to better outcomes. However, screening people to detect disease is only helpful if two conditions are met. First, there must be an effective treatment. Second, people who are treated before the disease becomes apparent must do better than people who are treated after the disease becomes apparent. Screening tests can be inaccurate (e.g. misclassifying people who do not have disease as having disease). Screening can also cause harm by labelling people as being sick when they are not and because of side effects of the tests and treatments.

		Do not assume that early detection of disease is worthwhile if it has not been assessed in systematic reviews of fair comparisons between people who were screened and people who were not screened.



		1.10 Hope or fear can lead to unrealistic expectations about the effects of treatments 

		Hope may lead to unrealistic expectations

		Hope can be a good thing, but sometimes people in need or desperation hope that treatments will work and assume they cannot do any harm. Similarly, fear can lead people to use treatments that may not work and can cause harm. As a result, they may waste time and money on treatments that have never been shown to be useful, or may actually cause harm.

		Do not assume that a treatment is beneficial or safe, or that it is worth whatever it costs, simply because you hope that it might help.



		1.11 Beliefs about how treatments work are not reliable predictors of the actual effects of treatments

		Explanations about how treatments work can be wrong 

		Treatments that should work in theory often do not work in practice, or may turn out to be harmful. An explanation of how or why a treatment might work does not prove that it works or that it is safe.

		Do not assume that claims about the effects of treatments based on an explanation of how they might work are correct if the treatments have not been assessed in systematic reviews of fair comparisons of treatments.



		1.12 Large, dramatic effects of treatments are rare

		Dramatic treatment effects are rare 

		Large effects (where everyone or nearly everyone treated experiences a benefit or a harm) are easy to detect without fair comparisons, but few treatments have effects that are so large that fair comparisons are not needed.  

		Claims of large effects are likely to be wrong. Expect treatments to have moderate, small or trivial effects, rather than dramatic effects. Do not rely on claims of small or moderate effects of a treatment, which are not based on systematic reviews of fair comparisons of treatments.







[bookmark: Judging_fair]
Comparisons: are they fair and reliable?

Well-informed treatment decisions requires systematic reviews of fair comparisons of treatments; i.e. comparisons designed to minimise the risk of systematic and random errors. Non-systematic summaries can be misleading, and not all comparisons of treatments are fair comparisons.

What makes a comparison fair?

		Concepts

		Short titles for TTI

		Explanations

		Implications



		2.1 Evaluating the effects of treatments requires appropriate comparisons

		Treatments should be compared fairly

		If a treatment is not compared to something else, it is not possible to know what would happen without the treatment, so it is difficult to attribute outcomes to the treatment.

		Always ask what the comparisons are when considering claims about the effects of treatments. Claims that are not based on appropriate comparisons are not reliable.



		2.2 Apart from the treatments being compared, the comparison groups need to be similar (i.e. 'like needs to be compared with like') 

		Comparison groups should be similar

		If people in the treatment comparison groups differ in ways other than the treatments being compared, the apparent effects of the treatments might reflect those differences rather than actual treatment effects. Differences in the characteristics of the people in the comparison groups might result in estimates of treatment effects that appear either larger or smaller than they actually are. A method such as allocating people to different treatments by assigning them random numbers (the equivalent of flipping a coin) is the best way to ensure that the groups being compared are similar in terms of both measured and unmeasured characteristics.

		Be cautious about relying on the results of non-randomized treatment comparisons (for example, if the people being compared chose which treatment they received). Be particularly cautious when you cannot be confident that the characteristics of the comparison groups were similar. If people were not randomly allocated to treatment comparison groups, ask if there were important differences between the groups that might have resulted in the estimates of treatment effects appearing either larger or smaller than they actually are. 



		2.3 People’s outcomes should be counted in the group to which they were allocated

		Peoples’ outcomes should be analyzed in their original groups

		Randomized allocation helps to ensure that the comparison groups have similar characteristics. However, people sometimes do not receive or take the allocated treatments. The characteristics of such people often differ from those who do take the treatments as allocated. Therefore, excluding from the analysis people who did not receive the allocated treatment may mean that like is no longer being compared with like. 

		Be cautious about relying on the results of treatment comparisons if patients’ outcomes are not counted in the group to which they were allocated. For example, in a comparison of surgery and drug treatments, people who die while waiting for surgery should be counted in the surgery group, even though they did not receive surgery.



		2.4 People in the groups being compared need to be cared for similarly (apart from the treatments being compared)

		Comparison groups should be treated equally

		Apart from the treatments being compared, people in the treatment comparison groups should otherwise receive similar care. If, for example, people in one group receive more attention and care than people in the comparison group, differences in outcomes could be due to differences in the amount of attention each group received rather than due to the treatments that are being compared. One way of preventing this is to keep providers unaware (“blind”) of which people have been allocated to which treatment.

		Be cautious about relying on the results of treatment comparisons if people in the groups that are being compared were not cared for similarly (apart from the treatments being compared). The results of such comparisons could be misleading.



		2.5 If possible, people should not know which of the treatments being compared they are receiving 

		People should not know which treatment they get

		People in a treatment group may experience improvements (for example, less pain) because they believe they are receiving a better treatment, even if the treatment is not actually better (this is called a placebo effect), or because they behave differently (due to knowing which treatment they received, compared to how they otherwise would have behaved). If individuals know that they are receiving (they are not “blinded” to) a treatment that they believe is better, some or all of the apparent effects of the treatment may be due either to a placebo effect or because the recipients behaved differently.

		Be cautious about relying on the results of treatment comparisons if the participants knew which treatment they were receiving, this may have affected their expectations or behaviour. The results of such comparisons could be misleading.



		2.6 Outcomes should be measured in the same way (fairly) in the treatment groups being compared

		Peoples’ outcomes should be assessed similarly

		If an outcome is measured differently in two comparison groups, differences in that outcome may be due to how the outcome was measured rather than because of the treatment received by people in each group. For example, if outcome assessors believe that a particular treatment works and they know which patients have received that treatment, they may be more likely to observe better outcomes in those who have received the treatment. One way of preventing this is to keep outcome assessors unaware (“blind”) of which people have been allocated to which treatment. This is less important for “objective” outcomes, like death, than for “subjective” outcomes like pain.

		Be cautious about relying on the results of treatment comparisons if outcomes were not measured in the same way in the different treatment comparison groups. The results of such comparisons could be misleading.



		2.7 It is important to measure outcomes in everyone who was included in the treatment comparison groups

		All should be followed up

		People in treatment comparisons who are not followed up to the end of the study may have worse outcomes than those who are followed up. For example, they may have dropped out because the treatment was not working or because of side effects. If those people are excluded, the findings of the study may be misleading.

		Be cautious about relying on the results of treatment comparisons if many people were lost to follow-up, or if there was a big difference between the comparison groups in the percentages of people lost to follow-up. The results of such comparisons could be misleading.



		[bookmark: Understanding_chance]2.8 The results of single comparisons of treatments can be misleading

		Consider all of the relevant fair comparisons

		A single comparison of treatments rarely provides conclusive evidence and results are often available from other comparisons of the same treatments. These other comparisons may have different results or may help to provide more reliable and precise estimates of the effects of treatments.

		The results of single comparisons of treatments can be misleading. Consider all of the relevant fair comparisons.



		2.9 Reviews of treatment comparisons that do not use systematic methods can be misleading

		Reviews of fair comparisons should be systematic

		Reviews that do not use systematic methods may result in biased or imprecise estimates of the effects of treatments because the selection of studies for inclusion may be biased or the methods may result in some studies not being found. In addition, the appraisal of some studies may be biased, or the synthesis of the results of the selected studies may be inadequate or inappropriate.

		Whenever possible, use systematic reviews of fair comparisons rather than non-systematic reviews of fair comparisons of treatments to inform decisions.








Are the findings reliable?

		Concepts

		Short titles for TTI

		Explanations

		Implications



		2.10 Unpublished results of fair comparisons may result in biased estimates of treatment effects

		All fair comparisons and outcomes should be reported

		Many fair comparisons never get published, and outcomes are sometimes left out. Those that do get published are more likely to report favourable results. As a consequence, reliance on published reports sometimes results in the beneficial effects of treatments being overestimated and the adverse effects being underestimated. Biased under-reporting of research is a major problem that is far from being solved. It is scientific and ethical malpractice, and wastes research resources.  

		Be aware of the risk of biased underreporting of fair comparisons,and whether or not the authors of systematic reviews have addressed this risk







		2.11 Results for a selected group of people within a systematic review of fair comparisons of treatments can be misleading

		Subgroup analyses may be misleading

		Comparisons of treatments often report results for a selected group of participants in an effort to assess whether the effect of a treatment is different for different types of people (e.g. men and women or different age groups). These analyses are often poorly planned and reported. Most differential effects suggested by these ‘subgroup results’ are likely to be due to the play of chance and are unlikely to reflect true differences.

		Findings based on results for subgroups of people within a treatment comparison may be misleading.



		2.12 Relative effects of treatments alone can be misleading

		Relative measures of effects can be misleading

		Relative effects (e.g. the ratio of the probability of an outcome in one treatment group compared with that in a comparison group) are insufficient for judging the importance of the difference (between the probabilities of the outcome). A relative effect may give the impression that a difference is larger than it actually is when the likelihood of the outcome is small to begin with. For example, if a treatment reduces the probability of getting an illness by 50% but also has harms, and your risk of getting the illness is 2 in 100, receiving the treatment is likely to be worthwhile. If, however, your risk of getting the illness is 2 in 10,000, then receiving the treatment is unlikely to be worthwhile even though the relative effect is the same.

		Always consider the absolute effects of treatments – that is, the difference in outcomes between the treatment groups being compared. Do not make a treatment decision based on relative effects alone.













		2.13 Average differences between treatments can be misleading

		Average measures of effects can be misleading

		For outcomes that are measured on a scale (e.g. weight or pain) the difference between the average in one treatment group and the average in a comparison group may not make it clear how many people experienced a big enough change (e.g. in weight or pain) for them to notice it, or that they would regard as important. 

		When outcomes are measured on a scale, it cannot be assumed that everyone has experienced the average effect of a treatment. 















		2.14 Small studies in which few outcome events occur are usually not informative and the results may be misleading

		Fair comparisons with few people or outcome events can be misleading

		When there are only few outcome events, differences in outcome frequencies between the treatment comparison groups may easily have occurred by chance and may mistakenly be attributed to differences between the treatments.

		Be cautious about relying on the results of treatment comparisons with few outcome events. The results of such comparisons could be misleading.



		2.15 The use of p-values to indicate the probability of something having occurred by chance may be misleading; confidence intervals are more informative

		Confidence intervals should be reported

		The observed difference in outcomes is the best estimate of how relative effective and safe treatments are (or would be, if the comparison were made in many more people). However, because of the play of chance, the true difference may be larger or smaller. The confidence interval is the range within which the true difference is likely to lie, after taking into account the play of chance. Although a confidence interval (margin of error) is more informative than a p-value, the latter is often reported. P-values are often misinterpreted to mean that treatments have or do not have important effects.

		Understanding a confidence interval may be necessary to understand the reliability of an estimated treatment effect. Whenever possible, consider confidence intervals when assessing estimates of treatment effects. Do not be misled by p-values.



		2.16 Saying that a difference is statistically significant or that it is not statistically significant can be misleading

		Don’t confuse “statistical significance” with “importance”

		“Statistical significance” is often confused with “importance”. The cut-off for considering a result as statistically significant is arbitrary, and statistically non-significant results can be either informative (showing that it is very unlikely that a treatment has an important effect) or inconclusive (showing that the relative effects of the treatments compared are uncertain).

		Claims that results were significant or non-significant usually mean that they were not statistically significant or non-significant. This is not the same as important or not important. Do not be misled by such claims.



		2.17 A lack of evidence is not the same as evidence of “no difference”

		Don’t confuse “no evidence” with “no effect”

		Systematic reviews sometimes conclude that there is “no evidence” of effect when there is uncertainty about the difference between two treatments. This is often misinterpreted as meaning that there is no difference between the treatments compared. However, studies can never show that there is “no effect” or “no difference”. They can only rule out important effects or differences.   

		Don’t be misled by statements of “no effect” or ”no difference” between treatments. Consider instead the degree to which it is possible to confidently rule out an important difference.












Choices: make informed choices 

Well-informed treatment decisions require judgements about relevance, importance and the certainty of the evidence. The results of fair comparisons may not be relevant to you.

		Concepts

		Short titles for TTI

		Explanations

		Implications



		3.1 A systematic review of fair comparisons of treatments should measure outcomes that are important

		Do the outcomes measured matter to you?

		A fair comparison may not include all outcomes that are relevant to treatments. Patients, professionals and researchers may have different views about which outcomes are important. For example, studies often measure outcomes, such as heart rhythm irregularities, as surrogates for important outcomes, like death after heart attack. However, the effects of treatments on surrogate outcomes often do not provide a reliable indication of the effects on outcomes that are important.

		Always consider the possibility that outcomes that are important to you may not have been addressed in fair comparisons. Do not be misled by surrogate outcomes.



		3.2 A systematic review of fair comparisons of treatments in animals or highly selected groups of people may not be relevant

		Are you very different from the people studied?

		Systematic reviews of studies that only include animals or a selected minority of people are unlikely to provide results that are relevant to most people. 

		Results of systematic reviews of studies in animals or highly-selected groups of people may be misleading.



		3.3 The treatments evaluated in fair comparisons may not be relevant or applicable 

		Are the treatments practical in your setting?

		A fair comparison of the effects of a surgical procedure done in a specialised hospital may not provide a reliable estimate of the effects and safety of the same procedure performed in other settings. Similarly, comparing a new drug to a drug or dose that is not commonly used (and which may be less effective or safe than those in common use) would not provide a good estimate of how the new drug compares to what is commonly done.

		Be aware that your circumstances may be sufficiently different from those in the research studies, and that the results of may not apply to you. 



		[bookmark: Judging_relevance]3.4 Well done systematic reviews often reveal a lack of relevant evidence, but they provide the best basis for making judgements about the certainty of the evidence





		How certain is the evidence?

		The certainty of the evidence (the extent to which the research provides a good indication of the likely effects of treatments) can affect the treatment decisions people make. For example, someone might decide not to use or to pay for a treatment if the certainty of the evidence is low or very low. How certain the evidence is depends on the fairness of the comparisons, the risk of being misled by the play of chance, and how directly relevant the evidence is. Systematic reviews provide the best basis for these judgements and should report an assessment of the certainty of the evidence based on these judgements. 

		When using the findings of systematic reviews to inform your decisions, always consider the degree of certainty of the evidence. 



		
3.5 Decisions about treatments should not be based on considering only their benefits

		Do the advantages outweigh the disadvantages?

		Decisions about whether or not to use a treatment should be informed by the balance between the potential benefits and the potential harms, costs and other advantages and disadvantages of the treatment. This balance often depends on the baseline risk (i.e. the likelihood of an individual experiencing an undesirable event), or on the severity of the symptoms).The balance between the advantages and disadvantages of a treatment is more likely to favour taking a treatment for people with a higher baseline risk or more severe symptoms.

		Always consider the balance between advantages and disadvantages of treatments, taking into consideration the baseline risk or the severity of the symptoms. 






Glossary

		[bookmark: absolute]Absolute effects

		Absolute effects are differences between outcomes in the groups being compared. For example, if 10% (10 per 100) experience an outcome in one of the treatment comparison groups and 5% (5 per 100) experience that outcome in the other group, the absolute effect is 10% - 5% = a 5%  difference.



		[bookmark: allocation]Allocation

		Allocation is the assignment of participants in comparisons of treatments to the different treatments (groups) being compared.



		[bookmark: association]Association

		Association is a relationship between two attributes, such as using a treatment and experiencing an outcome.



		[bookmark: average]Average difference

		The average difference is used to express treatment differences for continuous outcomes, such as weight, blood pressure or pain measured on a scale. It is the difference between the average value for an outcome measure (for example kilograms) in one group and that in a comparison group.



		[bookmark: certainty]Certainty of the evidence

		The certainty of the evidence is an assessment of how good an indication a systematic review provides of the likely effect of a treatment; i.e. the likelihood that the effect will be substantially different from what the studies found (different enough that it might affect a decision). Judgements about the certainty of the evidence are based on factors that reduce the certainty (risk of bias, inconsistency, indirectness, imprecision and publication bias) and factors that increase the certainty.



		[bookmark: chance]Chance

		In the context of comparisons of treatments, chance is the occurrence of differences between comparison groups that are not due to treatment effects or bias. The play of chance (random error) can lead to incorrect conclusions about treatment effects if too few outcomes occur in studies.   



		[bookmark: confidence]Confidence interval

		A confidence interval is a statistical measure of a range within which there is a high probability (usually 95%) that the actual value lies. Wide intervals indicate lower confidence; narrow intervals greater confidence.



		[bookmark: fair]Fair comparison

		Fair comparisons of treatments are comparisons designed to minimize the risk of systematic errors (biases) and random errors (resulting from the play of chance).



		[bookmark: outcome]Outcome

		An outcome is a potential benefit or harm of a treatment measured in a treatment comparison. An outcome measure is how the outcome is measured in a study.



		[bookmark: p]P-value

		A p-value is the probability (ranging from zero to one) that the results observed in a study (or results more extreme) could have occurred by chance if in reality there were no treatment differences.



		[bookmark: placebo]Placebo

		A placebo is a treatment that does not contain active ingredients, which has been designed to be indistinguishable from the active treatment being assessed.



		Placebo effect

		A measurable, observable, or felt improvement in health or behaviour not attributable to the treatment administered.



		[bookmark: probability]Probability

		Probability is the chance or risk of something, such as an outcome, occurring. See Risk



		[bookmark: relative]Relative effects

		Relative effects are ratios. For example, if the probability of an outcome in the treatment group is 10% (10 per 100) and the probability of that outcome in a comparison group is 5% (5 per 100), the relative effect is 5/10 = 0.50.



		[bookmark: reliable]Reliable

		The reliability of a claim or evidence about a treatment effect is the extent to which it is dependable or can be trusted. It should be noted that reliability often has a different meaning in the context of research, which is the degree to which results obtained by a measurement procedure can be replicated.



		[bookmark: risk]Risk

		Risk is the probability of an outcome occurring. See Probability



		[bookmark: scale]Scale

		A scale is an instrument for measuring or rating an outcome with a potentially infinite number of possible values within a given range, such as weight, blood pressure, pain or depression.



		[bookmark: stastical]Statistical significance

		Statistical significance is a difference that is unlikely (below a specified level of confidence – typically 5%) to be explained by the play of chance.



		[bookmark: study]Study

		A study is an investigation that uses specified methods to evaluate something. Different types of studies can be used to evaluate the effects of treatments. Some are more reliable than others.



		[bookmark: subgroup]Subgroup

		A subgroup is a subdivision of a group of people; a distinct group within a group. For example, in studies or systematic reviews of treatment effects, questions are often asked about whether there are different effects for different subgroups of people in the studies, such as women and men, or people of different ages.



		[bookmark: surrogate]Surrogate outcomes

		Surrogate outcomes are outcome measures that are not of direct practical importance but are believed to reflect outcomes that are important. For example, blood pressure is not directly important to patients but it is often used as an outcome in studies because it is a risk factor for stroke and heart attacks.



		[bookmark: systematic]Systematic review

		A systematic review is a summary of research evidence (studies) that uses systematic and explicit methods to summarise the research. It addresses a clearly formulated question using a structured approach to identify, select, and critically appraise relevant studies, and to collect and analyse data from the studies that are included in the review.



		[bookmark: test][bookmark: theory]Theory

		A theory is a supposition or a system of ideas intended to explain something.



		[bookmark: treatment]Treatment

		A treatment is any intervention (action) intended to improve health, including preventive, therapeutic and rehabilitative interventions and public health or health system interventions.



		Treatment comparison

		Treatment comparisons are studies of the effects of treatments.
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		1.   A doctor did a research study to find out if drinking tea keeps people from getting sick. He tossed a coin to decide who should get the tea and who should not. People who got tea went to the doctor’s office every day to drink their tea. At the end of the study, people who got the tea were less likely to be sick than those who got no tea.



Based on the text above, please answer the following questions:



		1.1   Who went to the doctor’s office every day?



		Options:

People who did not get tea

A) People who got tea

B) Everyone

C) People who got sick



		



Answer: 





		

1.2   How did the doctor decide who should get tea?



		Options:

1. By tossing a coin

E) By asking people what they would like

F) The doctor gave tea to those who were more likely to be sick

G) The doctor asked people who came to his office



		

Answer:  







		2.   A doctor did a research study to find out if drinking tea keeps people from getting sick. He tossed a coin to decide who should get the tea and who should not. People who got tea went to the doctor’s office every day to drink their tea. At the end of the study, people who got the tea were less likely to be sick than those who got no tea.



Based on the text above, please answer the following questions:



2.1   What was the treatment? 



		Options:

1. Tea

I) Sleep

J) The study

K) The doctor



		

Answer:  



		

2.2   What was the result of the study?



		Options:

1. Drinking tea can help people from getting sick

M) Doctors should toss coins when doing studies

N) People should go to the doctor if they are sick

O) Not drinking tea can help people from getting sick



		Answer:   
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Questions about your views





Instructions: For the following questions, there are no right or wrong answers. Read the text at the top of the box. Then read the text in each row and choose what you think is the best answer by making a tick [image: ] in one of the five boxes. There should be only one tick in each row



		1.   Think about an illness that you might get. Imagine someone claiming (saying) that a particular treatment might help you get better. 



How likely are you to do each of the following actions? 



		(Mark with a tick [image: ] in the box; one check for each row.) 



		Actions:

		Very unlikely

		Unlikely

		Likely

		Very likely

		I don’t 
know



		1.1   Find out what the claim was based on (for example by asking the person making the claim)

		

		

		

		

		



		1.2   Find out if the claim was based on a research study comparing the treatment to no treatment (a fair comparison) 

		

		

		

		

		














		2.   Below are some actions. Please read each one carefully and give the answer that comes closest to how difficult or easy you find each of the actions to be:



		(Mark with a tick [image: ] in the box; one check for each row.) 



		Actions:

		Very difficult

		Difficult

		Easy

		Very 
easy

		I don’t 
know



		2.1   Assessing whether a claim about a treatment is based on a research study comparing treatments (a fair comparison)

		

		

		

		

		



		2.2   Assessing where I can find information about treatments that is based on research studies comparing treatments (fair comparisons)

		

		

		

		

		



		2.3   Assessing how sure I can be about the results of a research study comparing treatments (the trustworthiness of the results)

		

		

		

		

		



		2.4   Assessing if the results of a research study comparing treatments are likely to be relevant to me

		

		

		

		

		










		3.   Think about an illness that you might get. How likely are you to say “yes” if you are asked to participate in a research study comparing two treatments for your illness (a fair comparison)?



		(Mark with a tick [image: ] in one box) 



		Very unlikely

		Unlikely

		Likely

		Very likely

		I don’t 
know
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Setting a standard for Claim IHC Working Paper



Setting a standard for the “Claim 12” and “Claim 9”

Alun Davies, Martha Grimes, Lena Nordheim, Peter Okebukola, Newton Opio, Jonathan Sharples, Helen Wilson, Charles Wysong, Andrew Oxman

The Claim Evaluation Tools are tests that measures an individual’s ability to apply 32 key concepts related to assessing claims about the effects of treatments and making informed healthcare choices. The “Claim 12” includes multiple-choice questions from the Claim Evaluation Tools addressing each of the 12 concepts covered by the IHC primary school resources. The “Claim 9” includes multiple-choice questions from the Claim Evaluation Tools addressing each of the nine concepts covered by the IHC podcast.

It is difficult to interpret average differences in scores on a test or other continuous (or count) outcome measures.1 Doing so requires a basis for judging the importance of any differences. In addition, it requires examining the distribution of the scores. For example, a small average difference in test scores might be due to most students doing a little bit better or to a few students doing a lot better than the comparison group.

The difference in the proportion of people who have a passing score is more meaningful and easier to interpret than an average difference in test scores. In this context, passing means:

· Having a basic understanding of the concepts and how to apply them

· Not needing to repeat the lessons, listen to the podcast again, or receive some other additional or alternative instruction

· Being ready to go on to other lessons or another podcast that reinforce learning of the same concepts and introduce new concepts

Determining the proportion of people who pass requires determining a cut-off score, above which someone passes and below which someone does not, or in this context:

· those above the cut-off have a basic understanding of the concepts and are able to apply them, whereas the those below the cut-off do not

· those below the cut-off need to repeat the lessons, listen again to the podcast or receive some other additional or alternative instruction, whereas those above the cut-off do not

· those above the cut-off are ready to go on to other lessons or another podcast, which will reinforce learning of the same concepts and introduce new concepts, whereas those below the cut-off are not

Options for determining a cut-off and the reason for using an absolute (or criterion referenced) standard are summarised in the table below.



Table A2.1 Options for determining a cut-off

		Option

		Comments



		Core concepts

		This approach bases passing on answering correctly all of the questions that address concepts that are considered core or necessary. Individuals making one mistake would fail. This approach ignores concepts that are not considered “core” and it ignores how difficulty the questions are.



		Relative standards 

(norm referenced)

		This approach based on a comparison among the performances of the individuals taking the test. A set proportion of candidates fails. This approach is unfair and does not make sense in the context of evaluating the effectiveness of an educational intervention.



		Absolute standards 

(criterion referenced)

		This approach is based on how much an individual knows and is able to apply. Individuals pass or fail depending on whether they meet a specified criterion.



		Mixed or compromise methods

		This approach combines the use of a relative and an absolute approach. It requires a norm (setting a proportion that fail), which does not make sense in the context of evaluating the effectiveness of an educational intervention.







There are three widely used methods for determining an absolute standard.2 All three rely on the concept of individuals who are on the borderline of passing or failing and expert judges. With Nedelsky’s method,3 the judges eliminate response options that a borderline individual would be able to eliminate. The chances of getting each question correct is then equal to one divided by the number of remaining response options; e.g. if there are two remaining response options (one of which is the correct option), the chances of a borderline individual answering the question correct is 1/2 or 50%. The cut-off score is then determined by adding up the probabilities for all of the questions.

Angoff’s method is the same as Nedelsky’s,4 but the judges judge the difficulty of each question as a whole, instead of making judgements about each response option.

Ebel’s method is similar to Angoff’s,5 but judges are asked to make two judgements: one about the relevance of each question and one about the difficulty of each question. They then judge the difficulty of the questions in each cell of a matrix (of levels of relevance by levels of difficulty).

We used a combination of Nedelsky’s and Angoff’s methods. The judges started with Nedelsky’s method, then increased or decreased the assigned probability for each question based on an overall assessment. This gave the judges a logical approach to making an initial judgement about the difficulty of each question. It then allowed them to adjust for uncertainty about the number of response options a borderline individual would eliminate, the difficulty of the stem (scenario) for the question, the difficulty of the concept, and anything else that might make a question more or less difficult. 

For each of the above methods there are five steps:

1. Select the judges

2. Define “borderline” knowledge and ability

3. Train the judges in the use of the method 

4. Collect their judgements

5. Combine the judgement to choose a passing score



Selection of the judges

The judges must be qualified to decide what level of the knowledge or skills measured by the test is necessary to conclude that an individual:

· Has at least a basic understanding of the concepts and ability to apply them

· Does not need to repeat the lessons, listen to the podcast again, or receive some other additional or alternative instruction

· Is ready to go on to other lessons or another podcast, which will reinforce learning of the same concepts and introduce new concepts

Because of the nature of this test and what we are trying to measure, we included two types of judges: health researchers and people who teach evidence-informed decision making, and education researchers with experience evaluating interventions to teach critical thinking skills (Table A2.2). In addition, teachers who participated in pilot testing of the IHC primary school resources reviewed the judgements that are made to ensure they are appropriate for the target audience and the context.

Table A2.2 Judges

		

		Sex

		Country

		Background



		Judge 1

		M

		UK / Kenya

		Teacher / health and education researcher



		Judge 2

		M

		Cameroon / South Africa

		Health researcher



		Judge 3

		M

		UK

		Education researcher



		Judge 4

		F

		USA

		Health researcher with PhD in education



		Judge 5

		F

		UK

		Teacher / education researcher



		Judge 6

		F

		Norway

		Health and education researcher



		Judge 7

		M

		Kenya / Norway

		Health researcher



		Judge 8

		M

		Nigeria / USA

		Health researcher







Definition of borderline knowledge and ability

An individual with borderline knowledge and ability is someone who may or may not have a basic understanding of the concepts and ability to apply them, may or may not need additional or alternative instruction, and may or may not be ready to go on to other lessons or another podcast. We created persona who are characteristic of a person with borderline knowledge and ability and of a person who clearly has mastered the concepts. These were used to communicate and help the judges to envisage these people.

Training of the judges

We provided the judges with instructions and discuss these with them before they started making their judgements.

The judges took the test before making judgements about the difficulty of the questions. We then gave them the right answers so that they had these when they made their judgements. In this way they got a better sense of how difficult the questions are then if they were given the answers before taking the test themselves.

The judges participated in a practice round with questions that had different degrees of difficulty before they made their individual judgements. This exercise allowed them to discuss what makes a question difficult or easy.



Collecting the judgements

The judges independently judged all the questions. Since they were not judging relevance (just difficulty) they could judge all of the questions for the 13 concepts covered in either the Claim 12 or the Claim 9 without having to repeat their judgements for the questions that are used in both Claim 12 and Claim 9.



Combining the judgements to choose a passing score

We calculated the mean, median, and trimmed mean for each question and for the cut-off score. We presented all three of these statistics and the range to the judges. We also showed the judges the difficulty of the questions based on the Rasch analysis and discussed any discrepancies in the relative difficulty of the questions between their judgements and the results of the Rasch analysis.6 We then asked them to discuss each question and reach a consensus.

We used a modified nominal group approach to reach a consensus.7 We first showed everybody all of the judgements for each question. We then invited people from each end of the range to provide the reasons for their judgements, and then invited others to comment. After the final cut-off score was decided, we checked to make sure that all of the judges agreed with the cut-off scores, and adjusted them as necessary, based on a consensus of all eight judges.



Determining a cut-off score for mastery

We also asked the judges to make the same set of judgements to set a second cut-off for a score that indicates mastery of the concepts, using the same approach. This cut-off is the minimum score that they would expect for an individual who clearly has a basic understanding of the concepts and ability to apply them, does not need additional or alternative instruction, and is ready to go on to other lessons or another podcast, which will reinforce learning of the same concepts and introduce new concepts.



Results

There was substantial disagreement in the judges independent judgements about how difficult each question was. However, there was not substantial disagreement when the probabilities for each question were added up to determine the cut-offs and the judges quickly reached a consensus about both the difficulty of each question and the cut offs. The consensus of all eight judges was that 

For the Claim 12, 13 or more questions out of 24 need to be answered correctly to pass and 20 or more questions out of 24 need to be answered correctly to demonstrate mastery.

For the Claim 9, 11 or more questions out of 18 need to be answered correctly to pass and 15 or more questions out of 18 need to be answered correctly to demonstrate mastery.
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Data entry table_22112016.xlsx
Raw data

		1

Austvoll-Dahlgren, Astrid: Austvoll-Dahlgren, Astrid:
Numbering in questionnaire		2		3		4		5		6		7		8

		Age group 10-15 : 1
16-25 : 2
26 -35 : 3
36-45 : 4
46-55 : 5
56-65 : 6
66-75 : 7
76+ : 8		Country of residence		Online (1) or paper (2)		PARTICIPATED IN CLINICAL TRIAL? Yes (1) or No (2)		TAKEN EBM OR CLINICAL EPIDEMIOLOGY COURSE/TRAINING? Yes (1) or No (2)		GENDER Male (1) or Female (2)		1.2a.George has stomach pain. The last time George had a stomach pain was two months ago. That time, he drank some hot milk and after an hour, his stomach pain was gone. Therefore, George says hot milk cures stomach pain (1=A, 2=B, 3=C, 4=D)		1.10c.Shafina has a big pimple on her nose, and she is going to a party in a few hours. She is afraid that her friends at the party will laugh at her pimple. She really hopes it will go away. She squeezes the pimple, believing it will help.		2.5c.A new fruit drink is said to make people feel strong. Fred wanted to know if this is true, and decided to do a research study comparing people who got the new fruit drink and people who drank just water. 

People in the study knew if they got the new drink or water, and Fred told them that the new fruit drink was likely to make people stronger. At the end of the study, Fred was right and those who drank the new fruit drink said they felt stronger.
		4.1b.Aida is worried about getting holes in her teeth. Raymond says that she does not need to worry if she eats a banana a day. He has recently found a new research study, showing that a banana a day will keep people from getting holes in their teeth. Aida disagrees with Raymond, saying that one study is not enough.		1.5a.Imagine you have a fever and a new treatment for fever is available in the shops.

		1		China		1				1		1		2		3		3		1		1

		2		China		1		2		2		2		2		1		2		4		4

		5		China		1		1		2		2		1		1		2		3		2






